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Figure 1: A2H overview. In simulation, a coding agent iteratively generates policies, adversarially
designs task variations to expose failures, repairs policies, and reflects on the failures (1–4). The
resulting experiences are distilled into a compact harness H (5), which guides a fresh agent in zero-
shot policy generation for unseen real-world tasks (6).

1 Introduction

Recent coding agents have demonstrated promising capabilities in robotic control through the code-
as-policies (CaP) paradigm in simulation benchmarks [1, 2, 3, 4]. However, achieving high suc-
cess rates and robustness requires recursive self-improvement (RSI) across multiple attempts, a
process that is difficult to accommodate in real-world deployment [2, 5, 6], where each failed at-
tempt requires a manual reset and risks damaging the robot or its surroundings. Robots may en-
counter unseen environments, lighting conditions, objects, and sensor configurations, each introduc-
ing distinct sources of uncertainty. These challenges are further amplified in complex tasks, where
agents must account for numerous physical constraints and interactions while pursuing the spec-
ified goal. Existing approaches mitigate these challenges by shifting trial-and-error to simulation
through real2sim2real pipelines [7, 8], or by transferring experience across tasks through reusable
skill libraries and memories [3, 9, 10]. However, the former requires costly scene reconstruction
and depends on simulation fidelity, while the latter is limited by the coverage of previously acquired
skills and experiences.

To this end, we propose Agentic Adversarial Harness (A2H) that learns knowledge of physical fail-
ure modes through self-adversarial task design and iterative reflection, enabling failure anticipation
without task-specific execution feedback. Through this process the agent accumulates transferable
experience, which can be distilled into a compact harness to guide robust program generation at
deployment. We evaluate A2H on four real-robot tasks with diverse physical constraints and show
that a harness learned in simulation transfers to the real world.

2 Implementation Details

Training. As illustrated in Figure 1, A2H alternates a coding agent between two roles during train-
ing: a solver that generates code-based policies to achieve a target success rate τsucc, and a task
designer that adversarially generates task variations to reduce the success rate of previously gener-
ated policies below a failure threshold τbreak. Through iterative adversarial task design and policy
refinement, a knowledge bank accumulates reflections on identified weaknesses, their causes, and
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Figure 2: Agent-designed augmentations. Top: original task and
program success. Bottom: augmentation (rest dimmed) and suc-
cess of the frozen → repaired program.

Figure 3: Real-robot tasks.
Each task (top label) tests one
challenge (bottom label).

Table 1: Real-robot experiment results. Pass@1 and pass@4 show first-attempt and within four
attempts success rates, and Cost is the API cost of the tokens consumed. Best results are in bold.

Baseline RSI Harness A2H

Task pass@1 pass@4 Cost ($) pass@1 pass@4 Cost ($) pass@1 pass@4 Cost ($)

Sort Marbles 20% 45% 8.4 40% 55% 15.9 100% 100% 12.0
Cup on Shelf 0% 35% 14.5 20% 50% 20.2 60% 100% 19.1
Plug Charger 0% 15% 19.5 0% 20% 35.5 60% 100% 28.5
Hanging Mug 0% 15% 23.4 0% 25% 43.1 20% 80% 40.0

Average 5% 27.5% 16.5 15% 37.5% 28.7 60% 95% 24.9

corresponding fixes. These experiences are then distilled into a task-agnostic harness that provides
a workflow for code-based policy generation and guidelines for anticipating physical failures before
execution, such as clearing obstacles along manipulation paths and ensuring safe object release. We
train A2H on 25 tasks across five simulation benchmarks, LIBERO [11], RoboTwin 2.0 [12], Man-
iSkill3 [13], RoboDyna [14] and RoboPRO [15], covering diverse robots, simulators, and physical
challenges, as shown in Figure 2. See the project page for full details.

Evaluation. We evaluate on four challenging real-robot tasks (Figure 3): hang a mug on a rotating
holder (Dynamics), plug a charger into an inclined socket (Pose), manipulate cups and bowls on
a cluttered shelf (Collision Avoidance), and sort marbles under low-light conditions (Perception).
We compare agents in three settings: without a harness (Baseline), with a harness distilled from
conventional RSI [16, 17] on the same 25 training tasks (RSI Harness), and A2H. Each setting is
evaluated with four independent agents, and each agent’s policy is tested over five trials per task.

3 Results and Conclusion

As shown in Table 1, A2H consistently outperforms both baselines across all real-robot tasks. A2H
achieves 60% pass@1, improving over RSI Harness and Baseline by 45 and 55 percentage points,
respectively. Remarkably, its first-attempt success rate exceeds the pass@4 of both baselines (37.5%
and 27.5%), suggesting that the learned harness helps agents anticipate physical constraints before
execution rather than relying on real-world trial and error to discover them. This advantage extends
to multi-attempt execution, with A2H achieving 100% pass@4 on three tasks and 80% on Hanging
Mug, demonstrating robustness across diverse physical and perceptual challenges. Notably, A2H
also reduces average token cost by 13.2% compared with RSI Harness ($24.9 vs. $28.7), despite
achieving substantially higher success rates. This suggests that self-adversarial harness learning
provides more effective guidance than transferring experience from conventional RSI alone.

Conclusion. We proposed A2H, a method that learns knowledge of physical failure modes through
self-adversarial task design and reflection. Experiments on real-robot demonstrated substantial im-
provements in zero-shot success rates and robustness over iterative execution, highlighting the po-
tential of transferring failure anticipation from simulation to real-world robotic manipulation.
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